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1 Introduction

A series of seminal papers has greatly changed the way we view the field of machine
learning. In their 1971 paper On the Uniform Convergence of Relative Frequencies
of Events to Their Probabilities [22], Vapnik and Chervonenkis laid out the foun-
dations of statistical learning theory, which led to development of support vector
machines (SVMs) in the 1990s [5, 8]. Subsequently, with the coming of the infor-
mation age, machine learning — and computer science in general — has diverged
into multiple fascinating and manifold branches, many of which can be traced back
to these classical papers; for example, preference learning, multiple kernel learn-
ing, structured output learning, and transfer learning, to name just a few subfields.
Meanwhile established machine learning methods such as SVMs have matured to a
degree that, nowadays, they are frequently employed out-of-the-box in science and
technology, for their favorable generalization performance while maintaining com-
putational feasibility. In this article, we present an overview of one of the recent
branches of machine learning, that is, multi-task learning (MTL) [6, 7], and discuss
interesting applications in the domain of computational biology.

In science — and in biology in particular — supervised learning methods are often
used to model complex mechanisms in order to describe and ultimately understand
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them. These models have to be rich enough to capture the considerable complex-
ity of these mechanisms, which requires an enormous amount of training data. We
frequently observe that the prediction accuracy does not yet saturate even when em-
ploying millions of training data points, which indicates that even using much more
data could still help accuracy (cf., e.g., [20]). But how can we obtain this massive
amount of training data?

Especially in the biomedical domain, obtaining additional labeled training ex-
amples can be either very costly or — e.g., due to technological limitations — even
impossible. Multi-task learning overcomes this requirement by incorporating infor-
mation from several related tasks in order to increase the accuracy of the target task
at hand. For example, in genetics, we have a good understanding of how close two
organisms are in terms of their evolutionary relationship; this information is summa-
rized in the tree of life. Because basic genetic mechanisms tend to be relatively well
conserved throughout evolution, we can benefit from combining data from several
species for the detection of, for example, splice sites or promoter regions.

The relevance of MTL to Computational Biology goes beyond the setting where
we view organism as tasks; we may also view different tasks corresponding to dif-
ferent related protein variants [12], cell lines, pathways [18], tissues, genes [16],
technology platforms such as microarrays, experimental conditions, individuals, tu-
mor subtypes, just to name a few. In this paper, we provide an overview of selected
MTL approaches that have been successfully applied in computation biology. In
this respect, our presentation is based on [24], but goes beyond the latter by cover-
ing also some very recent developments that are not yet systematically investigated
in biology.

2 Multi-task Learning

In this section we describe the problem setting of multi-task learning. We also
present particular instances of multi-task learning machines, focusing on formu-
lations that are appealing for computational biology. For a detailed overview, see
the survey of [17].

2.1 Relation to Transfer Learning

Transfer learning very generally refers to learning methods that transfer informa-
tion from one or multiple source tasks to a target task with the aim of improving
the prediction accuracy of the target task. Multi-task learning is a specific branch
of transfer learning that is characterized by simultaneously learning the prediction
models of all given tasks. Typically this is achieved by optimizing a joint learning
criterion with respect to the various prediction functions. There exist several general
strategies for multi-task learning [17]:
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1. instance-based transfer, where data points from different domains are included
into the learning problem, typically in combination with some form of re-
weighting

2. feature representation transfer, where the instances from the various domains are
mapped to a joint feature representation

3. parameter transfer, a form of parametric learning paradigm assuming that closely
related tasks should also yield similar parameters in the learning model.

The main focus of this chapter is on parameter transfer, where the parameters
of similar tasks are often coupled by a regularizer. This approach is often called
regularization-based multi-task learning.

2.2 Regularization-based Multi-task Learning

From a historical perspective, regularization-based MTL is based on regularized
risk minimization [22] and supervised learning methods such as the Support Vector
Machine (SVM) [5, 8] or Logistic Regression. In regularized risk minimization, we
aim at computing a model ® minimizing an objective J(®) consisting of a loss-term
that captures the error with respect to the training data (X,Y) and a regularizer that
penalizes model complexity:

J(@) = L(O|X,Y) +R(®).

This formulation can easily be generalized to the MTL setting, where we are inter-
ested in obtaining several models parametrized by @, ...,Or, where T is the number
of tasks. The above formulation can be extended by introducing an additional regu-
larization term Rp1| that penalizes the discrepancy between the individual models:

T
L(©/X.Y)+ Y R(©)+RutL(®,...,Or).
1 t=1

1=

J(0y,....0r) =

t

A highly relevant and active line of research in this context is finding a good regu-
larizer RyTL. A proven approach to this end is to introduce a parameter matrix Q in
the regularizer, giving rise to

T
L(&|X,Y)+ Y R(6)+RurL(61,....07(Q).
1 t=1

M~

J(@l,...,@T,Q) =

t

Learning Q from the data is often referred to learning the task similarities.
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2.2.1 Common Approaches

In the following, we denote the training examples by (x;,y;), i = 1,...,n, each of
which is associated with a task 7(i) € {1,...,T}. We denote the set of indices of
training points of the rth task by I, := {i € {1,...,n} : ©(i) =t} and their number by
n; := #I;. One of the first works on regularization-based MTL is by Evgeniou and
Pontil [11], where at optimization time all parameter vectors are “pulled” towards
their average w = %Zthl wy,

. 1 T T _ n
min TEZ ||Wt||2+z ||W17W||2 +CZE(<xi7W‘L’(z‘)>+b,yl')~
=1 =1 i=1

bwi,...,w

Hereby ¢ denotes the hinge loss ¢(z,y) = max{1 —yz,0}. Note that all tasks are
treated equally in the above formulation; however, often we are given the a priori
information that some tasks are more related to each other than the remaining ones.
To penalize the differences between the parameter vectors accordingly, the above
setting was extended by [10],

1 T 1 T T n
min EZHW,HZ—FEZZAS,st—w,||2+CZ€(<xi,Wr(i)>+b,yi), (1)
t s=1t=1 i=1

b,wl,...,wT =1

where the graph adjacency matrix A = (Ay ), captures the task similarities. We can
rewrite the above formulation using the graph Laplacian L = (L),

I r T n
mlnw E Z HW;HZ —+ Z ZLStWZWZ‘ +CZ€ (<xivw‘r(i)> +b7y1) s
T o= i=1

bwi,..., s=11=1

where L = D — A, where Dy, = 05 Y 1 As . Finally, it can be shown that this gives
rise to the following multi-task kernel to be used in the corresponding dual:

K((X,S), (Zat)) :H; 'KB(X,Z),

where K is a kernel defined on examples and H' = (H,') denotes the pseudo in-
verse of H := I+ L, where [ is the identity matrix. A closely related formulation was
successfully used in the context of Computational Biology by [13], where a kernel
on tasks Kr is used instead of the pseudo-inverse, giving rise to

K((X,S),(Z,l‘)):KT(S,I)~KB(X,Z). 2

Note that the corresponding joint feature space between task ¢ and feature vector x
can be written as a tensor product ¢ (¢,x) = ¢7 () - ¢p(x) [13]. A “frustratingly easy”
special case of (2) is studied in [9] in the context of Domain Adaptation, where
¢r(t) = (1,1,0) was used as the source task descriptor and ¢r(t) = (1,0, 1) for the
target task, corresponding to Kr(s,t) = (1+ &;).
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2.3 Learning Task Similarities

The above exposition assumes that we are a priori given a task similarity measure;
but how can we access the relatedness of tasks? Although we are often provided
with external information on task relatedness (e.g., an evolutionary history of or-
ganisms), the given task similarity measure is not necessarily informative of how
tightly tasks should be coupled in the MTL algorithm in order to achieve better pre-
dictive performance; therefore we are in need of strategies to automatically learn
or adjust the degree of coupling between tasks. In the following, we discuss several
approaches to this problem — including our own method, Multi-task Multiple Kernel
Learning (MT-MKL) [25].

2.3.1 A Simple Approach

Very recently, Blanchard et al. [4] presented a simple method to very generally com-
pute a task similarity matrix A from the data at hand only. Their approach is based
on the concept of Hilbert space embedding of probability distributions [21] and con-
sists of two steps: first, computing an average similarity of the examples of a pair

tasks,
1

nsny

Ast =

k(xi,x;),
iEIS,jEIr

and then applying a non-linear transformation such as
© \d
Ay = (1+A44)".

The authors show that under a hierachical frequentist i.i.d. setup this method enjoys
favorable theoretical guarantees such as consistency when Vi = 1,...,T : n; — oo
and T — oo,

We would like to remark at this point that the parameter d may be selected by
cross validation. Generally, we may choose non-linear transformations of the form
Ay = Ay -exp (Aw /A2) and select the parameters A, A, per cross validation.

2.3.2 Multi-task Relationship Learning (MTRL)

The authors in [26] propose a convex method of jointly learning a task similar-
ity measure along with the individual parameter vectors. Their method extends the
graph-regularized MTL Formulation given in (1).
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=

min wr(WQ'wh+c
W=(wi,....w),2 =

1
st w(Q)=1,Q =

C((xiswe) +b,3i) 5 3)

(=)

In [26] this formulation is solved by alternatingly optimizing the objective with
respect to W and €2, where in the each optimization step € is updated according to

Q=W'W)"2/u(ww).

The above approach is especially appealing when only little a priori information
about the task similarities is present. An advantage over the method described in the
previous section is that the task similarities and the weights w; are learned simulta-
neously so that interactions can be captured well.

2.3.3 Multi-task Multiple Kernel Learning (MT-MKL)

In the following section, we present our own approach MT-MKL. The formulation
given below is an extension of the ideas presented in [25]. An in-depth presentation,
including a theoretical and empirical analysis as well as details on our large-scale
implementation will be presented in a forthcoming journal publication.

Problem 1 (Primal MTL problem). Solve

1Y (Wallg n u
ezllehr,}él,w Emlem " CZill<yi,;1<wmr<i>’(p'"(xi)>>'
where W = (W) 1<m<mt» Wn = W1, .., Wt ) and
T
Willg,, == tt(WnQuW,, ) = Z Gmst Wins, Wit

st=1

L

In the above problem, we assume being given a number M of external task similarity
measures Q,, and kernel feature maps ¢,,, each being associated with a weight 6,,,.
As in multiple kernel learning [14, 15], we automatically learn these weights, which
allows us to fine-tune the given task similarities. In contrast to MTRL, our method
is in need of some external information (which is often a reasonable assumption),
but has in turn fewer free parameters to be learnt. Furthermore, the above method
lets us associate different feature maps ¢,, with different task similarity measures
Om, which gives flexibility in encoding prior information.
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2.3.4 Hierarchical MT-MKL

There are many ways in which the set of Q,, may be chosen. One valid strategy is
to define a set of task groups, where information is shared within each group. In the
setting of hierarchical task relations (e.g. the evolutionary history between different
organisms), these groups come naturally from the inner nodes of our tree. Tasks
corresponds to leaf nodes, or faxa, in this context, whereas each inner nodes defines
a task group (see Figure 1). Let G,, =: {I|/ is descendant of m} be the set of leaves
below the sub-tree rooted at node m. Then, we can give the following definition for
the hierarchically constructed task adjacency matrix

1 ifseG,andtec G,

Anls:t) = 0 else

As an example, consider the kernel defined by a hierarchical decomposition ac-
cording to Figure 1. We seek a non-sparse weighting of the task sets defined by the
hierarchy and will therefore use #;-norm MKL [14].

Q |

Fig. 1 Example of a hierarchical decomposition. According to a simple binary tree, it is shown
that each node defines a subset of tasks (a block in the corresponding adjacency matrix on the left).
Here, the decomposition is shown for only one path: the subset defined by the root node contains
all tasks, the subset defined by the left inner node contains #; and #, and the subset defined by the
leftmost leaf only contains 1. Accordingly, each of the remaining nodes defines a subset S; that
contains all descendant tasks.

2.4 When does MTL pay off?

In this section, we give some practical guide lines about when it is promising to use
MTL algorithms. First, the tasks should neither be too similar nor too different [23].
If the tasks are too different one will not be able to transfer information, or even
end up with negative transfer [17]. On the other hand, if tasks are almost identical,
it might suffice to pool the training examples and train a single combined classifier.
Another integral factor that needs to be considered is whether the problem is easy
or hard with respect to the available training data. In this context, the problem can
be considered easy if the performance of a classifier saturates as a function of the
available training data. In that case using more out-of-domain information will not
improve classification performance.
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In order to investigate the problem difficulty in the sense defined above, we can
compute a learning curve (e.g., auROC as a function of the number of training ex-
amples). If the curve saturates when n is large, this indicates that multi-task learning
will not considerably help performance, as model performance is most likely limited
only by label noise. The same methodology can be employed to empirically mea-
sure the similarity between two tasks: we can compute saturation curves for various
pairs of tasks, giving us a useful measure of whether or not transferring information
between two tasks may be beneficial.

3 Application in Computational Biology

In this section, we give a brief example for an application in Computational Bi-
ology, where we have successfully employed Multitask Learning. The recognition
of splice sites is an important problem in genome biology. By now it is fairly well
understood and there exist experimentally confirmed labels for a broad range of
organisms. In previous work, we have investigated how well information can be
transfered between source and target organisms in different evolutionary distances
(i.e. one-to-many) and training set sizes [19]. We identified TL algorithms that are
particularly well suited for this task. In a follow-up project we investigated how
our results generalize to the MTL scenario (i.e. many-to-many) and showed that ex-
ploiting prior information about task similarity provided by taxonomy can be very
valuable [23]. An example how MTL can improve performance compared to base-
line methods individual (i.e. learn a classifier for each task independently) and union
(i.e. pool examples from all tasks and obtain a global classifier) is given in Figure 2.

splicing data

0.70

I individual
0.65F .
I union
0.60 I multitask learning

0.55
050
0.45f

20408

A

30.35F
0.30
0.25
0.20f
0.15f

0.10

0.05

Hsapiens  M.musculus  O.latipes O.sativa  P.trichocarpa  T.nigroviridis mean

Fig. 2 Results of the RNA splicing experiment. Figure taken from [23].
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The figure shows results for 6 out of 15 organisms for the baseline methods
individual and union and the multitask learning algorithm described in Section 2.2.
The mean performance is shown in the last column. For each task, we obtained
10000 training examples and an additional test set of 5000 examples. We normalized
the data sets such that there are 100 negative examples per positive example. We
report the area under the precision recall curve (auPRC), which is an appropriate
measure for unbalanced classification problems (i.e. detection problems). For an
elaborate discussion of our experiments with splice-site prediction, please consider
the original publications [19, 23].

4 Conclusion

We have presented a brief overview of regularization-based multi-task learning
methods and their application in the field of Computational Biology. Especially in
the context of biomedical data, where generating training labels can be very expen-
sive, multi-task learning can be viewed as an appealing means to obtain more cost-
effective predictors. Accessing — or even learning — the similarity or relatedness of
tasks is of central importance when applying multi-task learning methods, especially
when are given prior knowledge of the hierarchical task structure, e.g., in form of
a taxonomy. To this end, we have discussed several approaches such as multi-task
multiple kernel learning to exploit task relationships in multi-task learning. We re-
view some basic insights obtained in our experiments on MTL over the past years
and give some practical guidelines for accessing, for a given dataset, whether or not
multi-task learning is likely to help performance over more straight-forward base-
line approaches. Lastly, we would like to mention that multi-task learning enjoys
deep theoretical foundations. This has not been a focus of this article, though, but
we refer the interested reader to, e.g., [1, 2, 3]. A common approach in MTL theory
is to phrase multi-task learning within a hierarchical frequentist i.i.d. setup. This ap-
proach is taken, e.g., in Ando and Zhang [1] and Baxter [2], who extend the classical
statistical learning theory of Vapnik & Chervonenkis [22] to multiple tasks.
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